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Abstract:
This short paper compares the performance between a InfiniBand based Cluster and an older Gigabit-based cluster. The InfiniBand
interconnect provides high bandwidth, low latency links between both compute nodes and storage system which gives good parallel
scalability. The linpack benchmark scales linearly up to the full 208 processors. Although InfiniBand is not considered a commodity
interconnect, it  is shown that for both parallel  compute scalability and storage IO scalability it is a significant improvement on
Gigabit Ethernet interconnects. The benchmark shows the evolution of the hardware in the last few years, and illustrates an example
of achieving scalability with standard hardware and open software.

1. INTRODUCTION

In 2002 the Helix cluster supercomputer, using commodity hardware and open software, entered the bottom-half of the top 500
supercomputer list with a Linpack performance of 235 Gflops. This system, now considered obsolete, used Gigabit Ethernet for high
speed interconnect and had 65 dual-processor nodes. Although the scalability was good for many tasks, the latency associated with
Gigabit Ethernet limited the performance for algorithms that required more communication between nodes.

The BeSTGRID project,  a  project from the Tertiary Education Commission (TEC) Innovation and Development Fund (IDF),
commissioned a cluster supercomputer using the latest high speed processors and interconnects. A 208 processor node compute
cluster system was developed with 16 GB RAM per server (8 processors), while a high bandwidth InfiniBand DDR (Double Data
Rate) 4x (20 Gbps) low latency (2.7ms) interconnect was adopted. Although the line speed of the system is rated at 20 Gbps the node
to node raw InfiniBand performance was 11Gbps. This performance gap represents the IO bottleneck within the system to and
through the PCI (Peripheral Component Interface) express to the InfiniBand HCA (Host Channel Adaptor).  The peak Linpack
performance (Rmax) using a problem size of 210,000 was 1.758 Teraflops

This paper discusses the scalability of the BeSTGRID supercomputer, presenting performance scalability  results based on well
known benchmarks such as Linpack, mpptests [1] and the MPI ring test [2], as well as comparing these results with a legacy system
using Gigabit Ethernet.

2. COMMUNICATION BENCHMARKING

The impact of the bandwidth and latency over the entire cluster can be tested with a multipoint ring test. This test may show patterns
that introduce delays, and can help to find communication bottlenecks. Figure 1 shows the MPI ring test for the 26 nodes (128
processes) of the BeSTGRID cluster. The smooth gradient of the ring test shows that the point to point latency is almost constant
between the nodes, and indeed is very low. Figure 2 shows the test for 128 processors spread across 64 nodes of Helix. Although it
presents a smooth gradient, the time to complete one ring test is significantly longer.

The mpptests [1] were used to assess the point to point communication. Both non-blocking and blocking messages were used. Figure
3 shows the performance for long messages. As expected, there is little difference between the non-blocking and blocking messages
for these ranges of message sizes. The InfiniBand is not only faster, but also scales more smoothly for longer messages. 

Figure 4 shows the comparison between the nodes for the broadcast operation. The communication times grow very fast even for few
processes in Helix, while in the BeSTGRID the times are kept at a reasonable limit. This shows that the lower latency of InfiniBand
favour collective operations in MPI, such as Bcast and Scatter. 



Figure 1. Ring test results for 128 processors in the BeSTGRID.

Figure 2 Ring test results for 128 processors in Helix.



Figure 3 – Point to point communication for Helix and the BeSTGRID.

Figure 4 – Broadcast for Helix and BeSTGRID for various message sizes.



3. CONCLUSIONS

This paper has briefly presented aspects of the design and performance characteristics of an Infiniband based cluster supercomputer.
The system has shown to be extremely scalable achieving 1.758 Teraflops peak performance over 208 processors, linearly scalable
from 68 Gflops for 8 processors. The communication performance is much better than Gigabit Ethernet, although the gain in
bandwidth has not been 20 times as one would expect. The lower latency on InfiniBand guarantees a good performance for collective
operations in MPI.
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